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Abstract—This paper presents a new cognitive architecture and its
major functional blocks. It describes how the new architecture is
related to major trends in cognitive architectures that move towards
greater autonomy, motivations, and the creation of goals. After a
brief characterization of existing cognitive architectures, particularly
those that share similarities with our own, the desired architectural
requirements for embodied cognitive systems are spelled out. The
proposed cognitive architecture is then presented on a functional
level that describes how its functional blocks interact to self-organize
and to refine their operations. Selected implementation issues are also
discussed. Finally, simulation results of an implemented simplified
version of the proposed system are discussed. The simulation results
show that the current implementation of the MLECOG system is
capable of maintaining itself in a dynamic environment.
Index Terms: Cognitive architectures, human-like intelligence,
intelligent agents, motivated learning.
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I. INTRODUCTION

n spite of extensive research over many years there is no
cognitive system that can autonomously obtain skills and
the sophistication of human-like intelligence and cognition. In
[1] autonomy was used as an organizing principle to compare
various cognitive systems. Various metrics of autonomy were
presented in [2]. Although autonomy is often a major focus
and is considered a requirement for the development of
cognition, in this work we emphasize the importance of
motivations for the development of higher cognitive functions
than system motivations. So in our analysis of cognitive
systems we evaluate existing cognitive architectures
considering their motivating principles to learn and act.
There are various reasons that, in spite of the significant
effort of many researchers, progress towards general, humanlike cognitive systems is slow. The major reason is that
existing biological intelligent systems are opaque and hard to
study in addition to being complex, with the human brain
exceeding the complexity of any system built or designed by
humankind. Yet, if a system’s functionality is split into more
manageable parts, design and testing of individual parts is
difficult if not impossible without the other components. Thus,
while understanding of a complex system would benefit from
partitioning to study its functionality, the functionality of its
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parts cannot be determined in isolation. This makes the task of
designing and implementing an intelligent cognitive system
extremely difficult.
Out of various functionalities that are considered in
cognitive architectures learning, memory, planning,
prediction, and reasoning are often used. In reviewing the state
of the art we concentrate on architectures that, in addition to
the functionalities mentioned above, include attention focus,
attention switching, working memory, and selective episodic
memory. We emphasize systems that incorporate motivations,
goal creation, and intrinsic rewards. These are but selected few
of many cognitive architectures, with comprehensive reviews
of these architectures presented in [3] and [4].
One of the best known cognitive architectures Soar [5],
consists of many useful functional blocks like semantic,
procedural, and episodic memory, working memory, symbolic
and sub-symbolic processing of sensory input data. Semantic,
procedural, and episodic memories interact in Soar during
each decision cycle, when the memory is searched for
knowledge relevant to related goals and rewards. Soar uses
production rules that help to fetch data from the long-term
memory and select an appropriate action. If it has insufficient
information to handle a problem, it generates subgoals. Soar
has been in development for over 30 years, and has been
extended to combine symbolic and sub-symbolic reasoning
with feature detection and action selection [6]. However, Soar
does not use an effective attentional mechanism, limiting use
of attention to the perceptual stage only; therefore, it does not
contain real-time regulation of its processes and assumes that
it has enough processing power to compute everything that it
needs to decide about its action each “cycle”.
Wang’s NARS system [7],[8] is an embodied situated
system whose knowledge is grounded in its experience, uses
fuzzy reasoning and learning, operates in real-time, and whose
tasks are prioritized based on urgency that depends on its
internal state and durability. Tasks that compete for attention
in its dynamic memory, as well as resource management and
resource allocation, are context-dependent. In NARS only
externally set goals are persistent, while other goals derived by
the system are prioritized by urgency and durability. It uses
emotions based on the degree of satisfaction of its goals.
NARS can generate new goals using its decision-making
procedure if a goal is judged to be sufficiently desirable and
feasible. The decision-making procedure in NARS requires a
formal language (with a grammar and semantics) and a set of
inference rules.
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Although, it is very appealing to formalize an intelligent
system through language and inference rules that support its
development, we do not see that this kind of framework as
necessary. Not all decisions people make are logically
justified, or consciously explained, and decision making
depends on a continuously changing emotional state. Instead,
in MLECOG, self-organizing neural networks are used to
build distributed representations and support decisions.
Perception in NARS is considered as a special case of action,
where such action results in a new judgment about the
perceived objects according to the goals of the agent. This is
in agreement with the approach we take in MLECOG.
CLARION [9], a hybrid cognitive architecture, combines
sensory perception with symbolic representation through
neural networks, reinforcement learning, and higher-level
declarative knowledge. It uses a motivational system for
perception, cognition and action. Actions can either be applied
to the external environment or to manage its memory and
goals, which is an important feature in cognitive systems.
Higher level motivations in CLARION are pre-trained using a
back propagation neural network. Sun suggests that some
motivations may be derived through conditioning [10].
However, there is no demonstration of how such motivations
can be derived by the CLARION agent, nor any practical
example in which the learning agent derives its motivations.
This approach to derived drives is similar to our own, however
while in CLARION the agent is using arbitrarily set constants
to determine the maximum strength of the motivation [11], in
MLECOG no such arbitrary setting is used.
The MDB architecture takes an evolutionary approach
toward development [12]. It allows for intrinsic change of
goals or motivations by introducing a satisfaction model and
permitting fast reactive behavior. The MDB system does so
while preserving deliberative characteristics and considering
the selection of behaviors instead of simple actions. In the
MDB model, motivation exists to guide the agent’s behavior
based on the degree of fulfillment of the motivation using both
the internal and external perceptions of the agent. This is
similar to how MLECOG handles motivations and its action
choices based on pain/need (and other factors such as distance,
availability, etc.). Additionally, MDB possesses long-term and
short-term memories. However, it currently lacks any kind of
attention switching mechanism to assist with perception (or
memory processing).
The LIDA architecture [13]-[14], based on the global
workspace theory [15], uses several types of memory blocks
and operates based on cognitive cycles during which the
system senses, attends, and acts. Sensory data activates
perceptual memory and the local workspace is used to
generate associations between declarative and episodic
memory. Attention codelets compete for selection in the
global workspace, and once selected, are broadcast throughout
the system. The broadcasted messages affect memory,
learning, and action selection. Attention allows the
architecture to manage real-time operation, reducing the
amount of information processed. MLECOG’s organization is
similar to LIDA’s except it does not use cognitive codelets but

a simpler mechanism of mental saccades. It uses intrinsic
motivations to manage goals and stimulate the agent’s
behavior. The mental saccade mechanism is simpler than the
coalition of cognitive processes used in LIDA, since it
establishes a cognitive process only after the focus of attention
is shifted to the selected part of associative memory.
Similar to LIDA, is the CAMAL [16] architecture. It makes
use of affect and affordance based learning derived from the
concept of BDI [17] and uses a “motivational blackboard.”
CAMAL makes its decisions via a control language that is
grounded in the theory of affect, which Davis argues
subsumes emotion. While similar in how it handles
motivations, MLECOG, does not rely on a control language or
motivational blackboard, but instead upon the interplay
generated by semantic memory, attention switching and
motivational blocks. CAMAL has a type of attention
switching in the form of its affect and affordance system.
Although this allows it to weigh its beliefs, processes and
control the economics of its processing, it lacks a distinct
attention switching mechanism as in MLECOG.
Cox suggested that to advance cognitive architecture a full
integration of perception, cognition, action, and metacognition defined as thinking about thinking is needed [18]. In
his MIDCA architecture he builds a symmetrical structure for
managing goals in the mental domain (meta-level) to
implement goals in the physical domain (object level). Goals
can arise from the sub-goals or discrepancies between
observations and expectations. New goals are inserted to
explain these discrepancies. MIDCA uses cognitive actionperception cycles that contain perception, interpretation and
goal evaluation followed by intention, planning, and action
evaluation. These cycles monitor the planning process, goal
accomplishment, internal state of the system, or reasoning on
the meta-level. Although meta-cognition has a potential to
introduce new motivations, there is no clear mechanism to do
so. Goal insertion creates new goals but only if there is
disagreement between system expectations and experience.
This is not much different from curiosity learning, which as
we demonstrate in MLECOG, is not as effective as it could be
in environments that change due to the agent’s actions [19].
The MicroPsi architecture based on Dörner’s theory [20]
uses demands (related to urges) to motivate an agent’s actions.
In MicroPsi, emotions are mental responses of the system to
certain urges and are influenced by goal selection thresholds,
certainty, resolution level of perception, and readiness for
action. Objects, events, categories, actions, scenes and plans
are represented as hierarchical networks in memory. Emotions
modulate intrinsic aspects of cognition and action selection.
MicroPsi agents use reinforcement learning based on
pleasure/distress signals related to the satisfaction of drives
[21]. Like MLECOG, MicroPsi uses pain signals to indicate
the level of satisfaction of needs. MicroPsi uses prespecified
motivations to develop, such as physiological motivations
(fuel,
intactness),
cognitive
motivations
(certainty,
competence, aesthetics), or social motivations (affiliation)
[22]. MLECOG differs from this as it can introduce new
motivations and needs not prespecified by the designer.
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This paper presents a new embodied intelligence system
with intrinsic motivation to develop and learn in unknown and
dynamically changing environments. It has a hybrid, selforganized learning structure with knowledge and symbol
grounding based on its experience. It uses real-time operation
with attention focus and attention switching to respond to
sudden changes in the environment and to organize
autonomous decision making. The system generates and
manages its goals, prioritizing them based on need and
expected effort. Its internal needs compete for system attention
providing the foundation for dynamic memory and goal
management. Only some motivations are given to the system
with all others developing internally. The architecture’s
cognitive cycle is driven by the competition of primed
associative memory areas that are cognitively identified only
after they are placed in the attention focus. The system uses
spatio-temporal memory for recognition, prediction, and
anticipation of time-domain events like speech or multi-step
events.
In our motivated learning approach successful
implementation of goals may result in new goals and new
motivations. This makes a motivated learning agent better
fitted to work in complex environments where it must learn
dependencies between events, actions and resources. For
instance, hierarchical reinforcement learning (RL), which may
also derive and use subgoals is not as efficient as a motivated
learning agent that creates abstract motivations and related
goals, as we demonstrated using comparative tests [19]. The
main difference is that in hierarchical RL the subgoals are
created only when the system works on a goal that refers to
this subgoal as needed for the completion of the main goal. In
existing architectures either goals or motivations (or both) are
given and the agent only implements these goals. In the AGI
domain there are efforts to equip the agent with mechanisms
for goal creation (e.g. [23]) but they are not implemented in
embodied agents.
The rest of this paper is organized as follows. Section II
presents architectural requirements for embodied cognitive
systems that aim at human-like intelligence. Section III
presents the Motivated Learning Embodied Cognitive
Architecture (MLECOG) architecture and discusses its
properties. Section IV presents some implementation issues,
related to neural network organization for sensing, goal
creation, and action selection. Section V presents an
implemented version, which is a symbolic subset of the
MLECOG architecture that uses a virtual environment to
illustrate the agent’s operations. And finally, Section VI
presents conclusions.
II. ARCHITECTURAL REQUIREMENTS FOR EMBODIED
COGNITIVE SYSTEMS
Work on cognitive systems requires a working definition of
intelligence, hopefully general enough to characterize agents
of various levels of intelligence, including human.
Goertzel defined intelligence as “the ability to achieve
complex goals in complex environments, using limited
resources” [24]. Goertzel’s definition does not require that the

system learns, and may imply that goals are given to the
system. We argue that while some goals can be predefined, an
intelligent system must be able to generate and pursue its own
goals. Wang defines intelligence as the “ability for an
information system to achieve its goals with insufficient
knowledge and resources” [8]. Wang’s definition implies a
need for learning new knowledge. Our definition of embodied
intelligence is similar and can be formulated as follows [25]:
Definition:
Embodied intelligence (EI) is defined as a mechanism that
learns how to survive in a hostile environment.
A mechanism in this definition applies to all forms of
embodied intelligence, including biological, mechanical or
virtual agents with fixed or variable embodiment, and fixed or
variable sensors and actuators. Implied in this definition is that
an EI interacts with the environment and that the results of
actions are perceived through its sensors. Also implied is that
the environment is hostile to the EI. The survival aspect of our
definition is implemented in system motivation to avoid
predefined external pain signals (which include not only
limited resources but also direct aggression from the outside).
We argue that a hostile environment stimulates
development of the cognitive capabilities of an intelligent
system. The system learns based on the results of its actions,
thus, it must be able to adapt and change its behavior to
improve its chances for survival. Many researchers believe
[1],[7],[9],[14] that an intelligent autonomous system should
be able to survive without human designer intervention in
diverse environments. Therefore, we accept autonomy as one
of the requirements for a cognitive system.
Resource management is often pointed to as a core problem
for autonomous intelligent systems with open-ended tasks. In
our Motivated Learning Embodied Cognitive Architecture
(MLECOG) architecture we provide a motivational
development mechanism that can engage this core problem.
Another higher-level goal for autonomous intelligent systems
is survival – this includes avoiding hazardous situations in the
environment or adverse actions by other agents that can hurt
the system. Such goals can be easily attained in MLECOG
agents.
Goal oriented behavior, and in particular goal generation,
was a focus of a recent study by Hawes to measure progress
made in cognitive systems [26]. Hawes argued for the
development of a motive management framework for
intelligent systems, and reviewed a number of approaches that
emphasized some form of motive management. These
included systems that generated their goals autonomously like
Soar, Goal and Resource Using architecture (GRUE) [27], and
Motivated Behavior Architecture (MBA) [28]. Such systems
either set their goals independently from each other as in the
“distributed integrated affect reflection and cognition”
architecture (DIARC) [29] or go through an arbitration step
before being activated as in GRUE. Most perform some form
of representation of resources and set priorities for goal
selection. Several approaches to goal generation were
presented in literature. Goals are subject to change or
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abandonment; they can be obtained as subgoals, or generated
from scratch. In the MIDCA architecture two goal generation
algorithms were presented [30]. In one approach [18] goals are
generated to remove a detected discrepancy between observed
sensory input and expectations. Although the MIDCA system
is still under development it is an important contribution to
goal-driven cognitive architectures.
Most autonomous cognitive architectures are designed to
implement only goals specified by a human. This is too
restrictive to attain human-like intelligence in a machine.
Agents cannot be fully autonomous if they need to wait to be
told what to do. They should be self-motivated to generate and
pursue their goals. In the MLECOG architecture, motivations
and goals are generated and managed by the system, which is
a distinctive property of our approach.
Focus of attention is required to narrow down the amount of
sensory information for real-time performance, and select the
sensory information that is most relevant to the current
situation. This includes the amount of processing and
processing time the system may have to respond. Attention
switching allows a system to switch its attention between
external events, internal needs and higher-level cognitive
processes. Episodic working memory must be selective to
protect the learning system from information overflow and
improve chances to retrieve information relevant to its goals.
Thus, the significance of events must be considered in the
determination of storage longevity in the episodic memory.
Both focus of attention and selective episodic memory are
included in MLECOG.
Human-like intelligence must have an advanced
motivational system to act and solve problems. Embodied
intelligent systems do not use predefined models of objects in
the environment – instead they observe the environment and
create their own models for objects, their properties and
actions. Since it is impossible to determine all situations in a
complex environment ahead of time, restricting it to the
designer’s specified motivations and goals would constrain its
cognitive abilities in a way similar to relying on the designer’s
provided models of the environment. Sun argues that an
intelligent system should be able to develop its motivations,
and only some primary (homeostatic or social) motivations
can be built-in [11]. We agree and we implemented these ideas
in MLECOG, where higher order motivations (abstract) are
developed through interaction with the environment.
A similar argument goes for the reward system, where we
believe that a cognitive system should use intrinsic rewards to
fully develop its cognitive abilities. These intrinsic rewards
should not be constrained to the typically used curiosity,
novelty detection, or harmony, but should apply to rewarding
accomplishment of all internally set goals. The strength of the
reward signal may change with a successful result of the
action taken, to reflect both the skill level and knowledge of
the environment, developed during system operation.
To design an embodied cognitive architecture we must
answer the following question: what are their most important
building blocks (and their functionalities) that are essential for
intelligent cognitive processes? In recent years, many

functional cognitive architectures derived their design,
structure, and inspiration from what we know about the human
brain. While we may never fully understand the brain, we may
glean enough knowledge to develop functional blocks for
various architectures based on what we do understand. Thus, it
is beneficial if a cognitive architecture adheres to the
organization of the brain.
According to [31] there is increasing evidence in
neuroscience that cognition results from interactions of
distributed brain areas within dynamically established largescale functional networks (LSFN). LSFNs are involved in
emotional, social and cognitive functions as argued in [32]
giving rise to the domain-general functional architecture of the
human brain. Thus, we organize functional blocks in
MLECOG to satisfy the working requirements for an
intelligent cognitive system.
The evolving mind of an embodied agent strongly depends
on its embodiment, sensors, actuators and internal motivation,
therefore, we may never see a machine that acts, feels, and
thinks like a human being. So, this should not be our goal.
But, we do hope to develop a machine that will have humanlike capabilities to learn, accumulate knowledge, think, plan
its actions, anticipate, be able to solve problems, and have a
natural form of intelligence with a conscious, self-aware mind.
We question what is necessary to provide the desired
functionality of the brain and show how this functionality can
be accomplished through interactions between various
functional blocks. We expect that more advanced functional
blocks will be built upon the lower level functionalities that
are easier to arrive to. To some degree, this functional
organization will resemble the subsumption architecture
proposed by Brooks [33], but it will be reached by functional
analysis, rather than emerging automatically through the
developmental process.
The roles of some functional blocks in the brain are easier
to identify than others and these blocks will have to be present
in all cognitive architectures. These include blocks responsible
for perception and semantic memory, functional blocks for
motor control, and reactionary response to pain signals. Others
(like working memory, episodic memory, emotional response,
pain and planning centers, consciousness) involve dynamic
interactions of many interconnected functional blocks and
their cooperation, competition and coordination are less
certain and more difficult to identify and implement.
In our model we assumed a hybrid approach in which selforganization and learning play a significant role within each
functional block. Thus, in our architecture, knowledge and
motor skills, motivations and needs, cognitive reasoning and
memories will emerge from interaction with the environment.
We see this emerging property of our architecture as necessary
for the system to be able to work within different
environments to perform a variety of tasks, using specialized
sensors, dedicated motor actuators and tools. In addition, we
assume that embodied systems use raw percepts to recognize
objects and observe the results of their actions. Thus, concepts
developed and represented by a cognitive system must be
grounded in perception and action as described in [34].
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III. MLECOG ARCHITECTURE
In this section we discuss the structural organization of our
MLECOG architecture, providing links between various
blocks and explaining their mutual relationships. The main
objective is to present the structural organization of functional
blocks rather than their detailed implementations. Various
blocks process their information concurrently sending
interrupt signals to redirect focus of attention, change plans,
monitor actions and respond to external threats and
opportunities. They also provide the cognitive agent with rich
personal memories, accumulated knowledge, skills and
desires, making the agent’s operations fully autonomic,
satisfying its needs, building its motivations and affecting its
emotions.
The MLECOG architecture responds to the embodied
system’s needs and has the overall motivation to satisfy these
needs. Based on designer specified needs, the machine learns
how to satisfy them in a given environment. This is similar to
other need based approaches such as the MicroPsi architecture
described in [20]. During this learning process the machine
generates new needs. For instance if it learned that it must
burn fuel to keep warm, it creates a need for fuel. The
difference with other approaches is that these created needs
compete with all other needs for attention. The needs may be
related to resources or events in the environment and can be
both positive (when the machine wants a specific resource or
event) or negative (when it wants to avoid them).
If a need is not satisfied, the machine uses a negative pain
signal associated with this need, and reduction in the pain
signal is equivalent to a reward. As in reinforcement learning,
a reward reinforces actions that led to it. In our motivated
learning (ML) approach [35] even the signals normally
associated with pleasure or reward are converted to pain
signals. These signals can be reduced with proper behavior.
We do this for a specific reason; a machine that uses
negative pain signals has a simpler task management system,
since dominating pains would be satisfied first. Alternatively,
a positive need signal can be used, and the learning task would
be to minimize this signal. In both cases, mathematically, the
problem is of the minimax optimization rather than
maximization, typically used in reinforcement learning. No
single need will take precedence over other needs. A system
that uses pleasure signals to drive its behavior may choose to
maximize its pleasure neglecting other needs, like in the case
of drug abuse. Another example is the famous experiment
with rats, where a rat would stimulate its pleasure center,
neglecting the need for food or drink until it dies [36].
Another important aspect of the MLECOG architecture is
that it uses a new mental saccades concept as an element of
the attention switching mechanism. Visual saccades use
salient features of the observed scene to abruptly change the
point of visual fixation to focus at the location of a salient
feature. In a machine sensory system, visual saccades can be
implemented by using a winner takes all (WTA) mechanism
combined with inhibition. Once a salient feature at a certain
location wins the competition using the WTA mechanism, the
visual focus is shifted to this location in support of the visual

recognition process. Once a specific location is inspected, an
inhibition signal is generated to block the previous winner
from winning again, so a new location can be selected.
Mental saccades are proposed as a concept parallel to visual
saccades, their purpose being to abruptly switch from one area
of memory to another based on the dominant activation of
memory neurons (or their ensembles). If the working memory
mechanism focuses on a selected concept based on the
activation of neurons in the semantic memory, other concepts
are partially activated through associative links. Inhibition of a
previously selected concept helps to switch attention to the
next most activated concept. This process of selecting the
winner, followed by the winner’s inhibition and selection of
another winner, provides a natural search of the memory areas
related to the current mental task considering the strength of
associations and priming signals that arise from interactions
between various memory areas.
Memory in MLECOG is organized to help it function in
real time in an open environment and perform all the cognitive
and noncognitive processing. While noncognitive processing
takes place concurrently in various parts of the memory,
cognitive processing is basically sequential and relies on
attention switching and mental saccades to manage several
possibly concurrent cognitive tasks that the agent may be
involved with.
This is not to imply that the whole process of cognitive
perception and decision-making is sequential. In fact the
opposite is true – before a machine places a single concept in
its working memory, a number of concurrent processes take
place to identify the object, activate a group of associated
concepts, and to search primed areas of memory for a solution.
In MLECOG, the planning and cognitive thought processes
proceed from one concept to another sequentially using
saccades and attention switching, although many subconscious
activations are needed to support these processes. Before we
present the details of MLECOG architecture, let us define
several concepts:
Definitions:
An agent has predefined needs (for instance need for
shelter, food, or energy). A primitive pain is related to each
predefined need and is defined as a measure that reflects how
far the agent is from satisfying its need. The pain is larger if
the degree of satisfaction of a need is lower. The agent acts on
its need only if the pain is greater than a prespecified
threshold. An agent’s motivations are to satisfy its needs,
which mean that the agent must reduce the associated pains
below threshold. Pain reduction in ML is equivalent to a
reward in RL.
Fig. 1 shows the major building blocks of the MLECOG
architecture. The reader should look at the figure while
reading the explanations for various functional blocks and
their interactions to aid with understanding how the blocks
connect and work together. A dash-dot line separates the
cognitive and noncognitive areas. This separation is fuzzy and
depends on the interactions between the top-down and bottomup processing that is used to establish conscious perceptions of
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objects or ideas on which cognitive functions are based.
Conscious perception of an object may engage the association
of many sensory inputs involved in object recognition. This
may involve further manipulation and observation of the
object, active search for characteristic features that either may

confirm the expectation or may result in a different cognitive
interpretation of the sensory input. Thus, which groups of
activated neurons working in synchrony represent a conscious
percept or a thought, may change during the observation of a
single object.

Fig.1 Major building blocks of the MLECOG architecture. The links between various memory areas indicate the flow of information between them. Dashed lines
indicate unidirectional links with arrows that indicate the direction of information flow.

The Sensory processing block receives information from
the environment through sensory inputs, processes it and sends
the result to long-term memory where it can invoke a
cognitive response. While this is its main function, it also
triggers primitive pain signals that regulate the agent’s
motivations, emotions or other noncognitive signals that are
used in the Sensory attention switching block to shift attention
focus to a specific sensory input. The Sensory processing
block also receives feedback signals from the long term
memory to help identify the object of attention. Visual
saccades help to focus on an element of the scene, but it is the
attention focus that semantic memory receives that helps to
identify the object. Object identification is performed through
forward-backward interactions between Semantic memory and
Sensory processing similar to the general concept of adaptive
resonance theory developed by Carpenter and Grossberg [37].
The Motor processing block sends actuator control signals
to actuators responsible for motor actions. The major input it
receives comes from the Procedural memory, which controls
execution of sequences of operations and also controls specific
actuators in a single motor action. The input from the Visual
saccades block is used to move the visual focus on the selected
target. An input it receives from the Subconscious pains block

triggers an involuntary reaction to remove the source of pain
and to show emotions. Sensory-motor processing is performed
at the bottom of the memory hierarchy.
The Subconscious pains, rewards, and emotions block
receives inputs from Sensory processing and sends its outputs
to Motor processing. In addition, this block sends signals to
the Sensory attention switching block that switches attention
to the pain source, and to the Cognitive motivations, rewards
and emotions block to influence abstract goal creation,
cognitive motivations, and emotions according to the theory of
motivated learning [35], [38]. It receives emotional feedback
from the Cognitive motivations block responding both to
painful and pleasant events by triggering motor responses of
fear, frustration, disgust, anger, happiness, sadness and
surprise depending on the context.
Emotional responses build up as a result of subconscious
pains and rewards. Emotions have strong influence on the
cognitive process and motor activities, thereby affecting an
agent’s behavior. A machine will never have human emotions
due to different morphology, but its emotions may have a
similar meaning to human emotions. In Fig. 1 pains and
emotions are combined in the same block for convenience of
description, since both are subconsciously generated and both
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affect system motivations and reactive motor response.
The Cognitive motivations, rewards, and emotions block
receives primitive pain signals from the Subconscious pains,
rewards and emotions block. Based on changes in these
signals, it creates higher-level goals and sends pain
information to the Action evaluation block when such
information is requested. Thus, useful actions can be learned
and new motivations established, while harmful actions can be
avoided. It interacts with emotional states of the agent, by
providing cognitive feedback to regulate emotional responses.
Another feedback connection to Cognitive motivations is from
the Attention focus block. If the system attention is focused on
a cognitive motivation, it may trigger Action evaluation and
planning. The bidirectional link to Semantic memory provides
a priming signal in the semantic memory area and a specific
motivation can be selected through a competitive process.
Semantic memory supports attention focus, the attention
switching mechanism, formation of emerging concepts and
their refinement, acquisition and storage of knowledge,
novelty detection, fine-tuning of concept representations,
building associations between concepts and events, goal
creation, reward assessment and reinforcement in learning, as
well as response prediction and planning. In addition,
semantic memory aids the process of object recognition, scene
building for episodic memory, cuing of past episodes, action
evaluation, and action monitoring. It receives its inputs from
Sensory processing and learns invariant representations of the
observed objects using incremental Hebian learning.
Knowledge contained in the semantic memory, activated by
associations to goals and observations, and selected by the
Attention focus, supports all cognitive operations.
Episodic memory receives scene information from the
Episodic management block and writes it to long-term
sequential memories with significance information used to
determine the duration and importance of each episode. A link
from the Attention focus is used to recall episodes based on
association with the focus of attention. A bidirectional link to
Semantic memory is used for episodic recall and semantic
memory learning. Finally, a link to Procedural memory is used
to learn procedures based on the past episodes where a useful
action was observed.
Procedural memory is responsible for performing learned
actions. In this block, sequential memory cells are responsible
for learning and recalling the learned sequences of operations.
Initially, learned sequences involve full cognitive attention so
they are supported by semantic memory, but as the system
frequently performs learned operations, cognitive supervision
is less intensive. Thus, we consider this memory to be a
subconscious one. Procedures can be learned directly from
observations using mirror neurons and Scene building or by
recalling these observations from Episodic memory.
Procedural memory has bidirectional links to action
monitoring. Spatial orientation is implemented as a subset of
procedural memory. It receives spatial information from Scene
building and uses it to create maps of familiar places. These
maps are used by the agent to navigate in its everyday
activities. Finally, two unidirectional links out of Procedural

memory control Motor processing to execute an action, and
activate Visual saccades to observe the action’s result.
The Visual saccades mechanism receives control signals
from procedural memory to focus visual attention on a
selected object or action. This includes searches of the
environment in a procedure responsible for scene building.
The link from the Visual saccades block to Scene building
determines spatial locations of objects in the scene. Another
input to Visual saccades is from Sensory attention switching to
help determine the source of the interrupt signal. Outputs from
Visual saccades are to Motor processing, in order to
implement saccadic movement, or to the Sensory processing
area to simulate such movement if an electronic equivalent of
the saccadic movement is implemented. The electronic
equivalent of the saccade movement is obtained when instead
of saccading to a new part of the observed scene an input
image is scanned to select the next focus of visual attention.
Action planning is used in the planning stage to
cognitively check all the aspects of the planned action and its
value to the system. It initiates planned action monitoring,
checking the environment conditions and its ability to perform
the planned action. Thus, action planning relies on the
information stored in the procedural memory to determine the
sequence of operations needed to complete the planned action.
Once the action plan is completed, action can be initiated by
the Action evaluation block. If the plan cannot be completed,
the planned action is abandoned and is removed from the
Action planning block.
The Action evaluation block responds to an opportunity for
action when the Attention focus selects a new object or an
idea. Action evaluation uses a bidirectional link to Cognitive
motivations in order to check if the evaluated action is
beneficial to the agent. If it is, the Action evaluation block
activates Action planning to initiate a plan. Action planning
uses Action monitoring to perform a “dry run” of the planned
actions by checking conditions for action implementation and
evaluating consequences. If the “dry run” is positive Action
evaluation begins a new action by initiating a real action
monitoring process. Once the action is completed or
abandoned the process is removed from the working memory.
It also removes a planned action once it is determined to be
harmful or impossible due to unfavorable environment
conditions. If the evaluated action was not beneficial, Action
evaluation triggers the next mental saccade and the system
switches its attention focus to the next concept.
The Action monitoring block has a bidirectional link to
Procedural memory to monitor the progress of actions stored
in the Procedural memory. It also uses unidirectional links to
the Attention focus block in order to focus attention on each
step of the procedure. Another unidirectional link to Memory
attention switching, forces the focus of attention to switch to
the planned action. Signals from Action monitoring to
Memory attention switching have a higher strength than
signals from mental saccades, but lower than those from
Sensory attention switching. This helps to focus on the
performed activities, while being alert to significant,
observable changes in the environment. The Action
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monitoring block also has bidirectional links to the Action
planning and Action evaluation blocks. Incoming links initiate
the process of action monitoring (real or planned), while
outgoing links inform Action evaluation and Action planning
about the progress made.
Scene building is important for learning, episodic memory
formation, active searches, spatial orientation and map
building. It includes cognitive recognition of the scene
elements and their locations, evaluates significance of the
observed events, and assigns time markers or other relative
scene information. It uses visual saccade control signals to
determine object locations, evaluates the cognitive meaning of
the object that is in the attention focus and its significance
obtained through association of the selected object with
cognitive motivations. Scene building is regulated by Episodic
management, which replaces one scene with the next one,
dynamically updating the content of the episodic memory.
Scene building is a key ingredient for spatial orientation and
building a map of the observed terrain, providing links to the
spatial orientation block within Procedural memory.
Episodic management is a part of the working memory
responsible for initiating scene building and the formation of
episodes. Episodic management writes a scene to Episodic
memory when it detects a significant change in the current
scene (a new event or shift in space). It also collects
significance information about scene elements. Obtained
scenes are arranged in episodes and are written to Episodic
memory together with their significance information. Once a
scene is written to Episodic memory, a new scene is initiated
by Episodic management. Not all episodes are worth writing
to Episodic memory, so a scene can be forgotten even before it
is sent to episodic memory if its significance is very low.
Episodic management performs real time organization and
storage of episodes.
The Mental saccades block provides a major search
mechanism for thoughts and plans based on the primed signal
values in the semantic memory. It receives inputs from all
signals representing primed neurons (neurons that are partially
activated) in the semantic memory and sends those to the
Memory attention switching block. Once the winner of
competition between primed neurons is declared, a feedback
signal from Memory attention switching is sent back to
Attention focus, activating selected area of the semantic
memory. Notice, that many signals from the semantic memory
(indicated in Fig. 1 by thick lines) compete for attention
together with interrupt signals from the Sensory attention
switching block, whose interrupt signals have priority over
other competing signals.
The Attention focus block highlights a selected concept in
the semantic memory, effectively bringing it into a short term
working memory and it is responsible for all cognitive aspects
of the system’s operation. It helps to provide cognitive
interpretation to all observations, actions, plans, thoughts, and
memories. Attention focus has unidirectional links to
Cognitive motivations and Episodic memory and a
bidirectional link to Semantic memory. This is to indicate that
all episodes or motivations in attention focus must be

interpreted semantically by Semantic memory.
The Attention focus block receives inputs from Action
monitoring as well as bidirectional links to Sensory and
Memory attention switching. A direct link from Attention
focus to Action evaluation helps to assess the feasibility of the
planned action, while an indirect link through Cognitive
motivations provides a value based assessment of the planned
action. The link from Action monitoring provides the attention
focus on the currently performed or planned activities in order
to complete or abort an action. The bidirectional links from
Sensory attention switching, help to focus the system’s
attention on the source of the interrupt. Finally, a bidirectional
link from Memory attention switching focuses attention on a
target object.
A change in the attention focus may be the result of either a
subconscious interrupt from Sensory attention switching or
from Memory attention switching. A memory based attention
switch may come from cognitive action monitoring – what to
do next – or from WTA competition between semantic
memory areas primed by episodes, concepts and motivations.
Competition between primed areas of the semantic memory is
the weakest source of attention switching but it is executed
most often. Although, in Fig. 1 sensory and memory sources
of attention switching are separated, they all compete for the
agent’s attention. Therefore, Sensory attention switching
thresholds, as well as thresholds for inputs from Action
monitoring must be properly adjusted. Only when none of
these inputs exceeds their corresponding thresholds does a
winner of the WTA competition end up in the system attention
focus.
The Sensory attention switching block receives inputs
from the sensory processing area and sends the interrupt
signals to the Attention focus. In addition, it is a source of
information for the visual saccades, determining the signal
strength based on the color, size, motion, and other salient
sensory features. It also receives signals from subconscious
pains, rewards and emotions to alert the system about pains
and to help focus its attention on the pain’s source. Emotions
change thresholds of Sensory attention switching, affecting the
response time. Finally, it cooperates with Attention focus for
object recognition and cognitive identification. It sends a
blocking signal to Memory attention switching to prevent it
from selecting a cognitive focus of attention.
The Memory attention switching block responds to the
mental saccades mechanism in order to process thoughts,
plans, and associations based on semantic and episodic
memory priming. It receives blocking signals from Sensory
attention switching and Action monitoring. In the absence of
such signals, focus of attention is shifted towards a dominating
subconscious event.
The organization of the MLECOG architecture presented
here only indicates the dominant functionalities of the
discussed functional blocks. Detailed discussion of algorithms
that implement memory, learning, saccades, motivations,
needs, goals, grounded perception, motor control, etc. are
beyond the scope of this paper.
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IV. IMPLEMENTATION ISSUES
Object representation is built in to the semantic memory by
merging different sensory data and extracting relevant
information to represent concepts in the memory. In visual
recognition objects are described by features extracted using
the SURF algorithm. Their main advantage is their rotation
and scale invariance. This is necessary for representing objects
in a way which allows for recognizing them from various
viewpoints and in response to various actions taken by the
agent. We create the object’s representation using the turntable
approach, which is based on registering rotational views of an
object of interest [39]. From the registered views, we obtain a
3D feature model, which allows for recognition of the object
when seen from different directions and distances. The
perceived objects are then matched against such 3D models.
Perception in MLECOG is accomplished through the active
use of sensors in coordination with motor actions, following
the ideas presented in [40].
Actions performed by the MLECOG system are sequences
of elementary operations that the system learns. Elementary
operations (like extending the hands or grabbing) are initially
learned through a bubbling process of random movements
[41]. The agent observes its actions via a camera that shows
what it is doing. Subsequently the agent would follow the
movements of another agent with a similar morphology (a
teacher) who performed similar actions as those observed.
This establishes a “mirror neuron” response to observed
actions performed by another agent that looks like the learning
agent [42]. Observing others performing useful action via
activation of mirror neurons accelerates learning, however at
the current stage of the MLECOG model implementation, the
agent discovers most of the useful actions by itself, following
internal motivations and the related reward system. Thus, the
agent’s knowledge is built gradually by linking its perceptions
and actions to its goals.
A need in MLECOG is represented by a bias signal. A bias
signal reflects the state of the environment related to a specific
resource or event and the agent preference for or against such
resource or event. An example measure for the bias signal is:
𝐵! = − 1 + 𝛿! ∗ 𝑙𝑛𝐴 𝑠! + 1 + 2 ∗ 𝐴(𝑠! )
where
1  𝑓𝑜𝑟  𝑑𝑒𝑠𝑖𝑟𝑒𝑑  𝑟𝑒𝑠𝑜𝑢𝑟𝑐𝑒  𝑜𝑟  𝑎𝑐𝑡𝑖𝑜𝑛  
𝛿! =
−1  𝑓𝑜𝑟  𝑢𝑛𝑑𝑒𝑠𝑖𝑟𝑒𝑑  𝑟𝑒𝑠𝑜𝑢𝑟𝑐𝑒  𝑜𝑟  𝑎𝑐𝑡𝑖𝑜𝑛
and
!!
                                                𝑓𝑜𝑟    𝑟𝑒𝑠𝑜𝑢𝑟𝑐𝑒  𝑏𝑖𝑎𝑠  
!!
𝐴 𝑠! =
!
                            𝑓𝑜𝑟    𝑎𝑐𝑡𝑖𝑜𝑛  𝑏𝑖𝑎𝑠
!! !!!!
!!

!

(1)
(2)

(3)

!

where Rd represents the desired level of resource observable in
the environment, and dd is a desired (comfortable) distance to
another agent. Rc and dc are current values of the resource or
distance to another agent, respectively.
Minimum resource requirements depend on the
environment setup, the agent’s implementation, and the
resource dependencies. The actual settings are somewhat
arbitrary, although, lower initial resource values lead toward
faster learning.

Initially, the agent has a sufficient supply of resources to
learn proper behavior, and later sets the desired level of
resources that it would like to maintain by solving a
constrained optimization problem as discussed in [19].
Using a bias signal, the associated pain measures how far
the agent is from satisfying its need by using:
𝑃 𝑠! = 𝐵 𝑠! ∗ 𝑤!" (𝑠! )

(4)

where wbp is a bias to pain weight for a given pain center
(learned by the agent).
Computational details of needs, pains, and motivations and
how the ML mechanism is implemented, are presented in
another Journal paper submitted to IEEE [43].
In the MLECOG system no single need is more important
than another need, all the time. This means that depending on
the state of the agent and the state of environment a single
need may dominate and the system may choose to pursue it.
The system may also consider other active needs to balance all
of them as we discussed in [44]. There is no arbitrarily set
preference of needs, as their strength can change, and they
constantly compete for the system’s attention. The needs are
continually evaluated and can be switched at any time
according to the condition of the agent.
The MLECOG system creates goals in a similar fashion to the
functional autonomy approach discussed by Pei Wang [23]
where created goals are in competition with each other and
possibly conflicting. The agent sets its goals based on the pain
signals and its ability to control them. The currently active
goals depend on primitive goals, developmental history of the
agent and its current internal state.
V. SIMULATION RESULTS
In this section we discuss the organization and early
simulation results of the symbolic implementation of the
MLECOG architecture within a NeoAxis [45] based
environment. NeoAxis is a graphical SDK (software
development kit) with many existing assets and the ability to
add more as needed. The SDK includes the engine and the
tools needed to modify and code new content. The NeoAxis
engine itself is based on OGRE (Object-oriented Graphics
Rendering Engine).
As previously stated, the symbolic architecture works by
manipulating predefined symbols without proper symbol
grounding. It allows the construction and testing of the basic
modular structure and underlying motivated learning
principles without having to worry about the full complexities
of symbol grounding.
Testing the implemented agent can be done either via
robotics, where the agent controls a robotic body, or via
simulation, where the agent exists within a virtual
environment and possesses a virtual “body.” Both of these
approaches rely on the concept of embodiment as discussed in
the introduction.
Advanced robots are expensive and often require the
creation of a specialized or limited environment in which the
robot can operate and develop. With a simulated environment,
there is much more freedom to design the agent and the
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environment. Freedom in designing the environment is
important, since testing for specific cognitive functionality
may be difficult without properly set and controlled
environment conditions. For these reasons, we chose to use
simulated virtual agents to demonstrate the functionality of
our ML based agents.
We implemented the basic infrastructure of the agent in
NeoAxis describing the motivated agent functionality in C++
and in C#. The virtual environment in NeoAxis is a 3D
simulated world governed by realistic physics. We embedded
our agent in the NeoAxis virtual environment we created, and
provided it with means to observe the environment and
interact with it.
To test our agent we created resources in the NeoAxis
environment that the agent could use, and we gave the agent
the ability to act on these resources by creating appropriate
pre-defined motor options. The agent has certain predefined
needs (primitive pains) and using the ML approach it develops
higher order needs (abstract pains) that it must manage while
operating in the environment. A curiosity “pain” can also be
included among the primitive pains. It causes the agent to
explore the environment when no other pain is detected and
until all useful actions are learned (by being set just above the
pain threshold). The agent observes which resources it needs
and introduces the need to have them based on their
availability in the environment according to the goal creation
methodology [35].
We also defined the world rules that describe which of the
agent's actions make sense and what their results are. The
agent’s actions result in various outcomes like increasing and
decreasing resource quantities, as well as reducing abstract
pains (by affecting their associated resource). Naturally, the
agent tries to learn useful actions and their outcomes.
Sometimes the agent performs a nonsense action like "Play for
joy with hammer". But even such actions are used to learn.
To visualize the resource quantities, the current task, pains
levels and the agent's memory, we added simulation windows
(Resources, Current task, and Pains), which display the current
environment state as shown in Fig. 2. When a pain level is
above threshold it is displayed in red.

Fig. 2. Main simulation view with displayed simulation state in windows.

In this screenshot the agent action is driven by the “NAC
action” pain, where a NAC is a Non-Agent Character that can
operate in the environment along with the agent. The memory
window shown in Fig. 2, displays the pseudo-memory state.
When the color is gray, then it means that the agent didn't
learn the corresponding Resource-Motor action. When the
color is white it means that the action is useful in reducing
pain (or stopping undesirable actions by the NAC), and if the
color is black then the action is not useful. Since the
development of the semantic memory discussed in Section III
is ongoing, we implemented a simplified memory (called a
pseudo-memory) to test the basic module structure of the
MLECOG model.
Fig. 3 depicts the traces of various pain signals for a
MLECOG simulation. Most of the pains are resolved (reduced
below threshold, set here to 0.3) shortly after they pass the
threshold. Notice, that thresholds may be set dynamically by
the agent if needed in order to handle multiple simultaneous
tasks in a challenging scenario. The important information
presented by the figure is that once a pain dominates, it is
quickly reduced by the agent taking a proper action.
Variability of pains below threshold indicates complex
changes to pain signals that reflect changing conditions within
the agent and/or the environment.
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Figure 3. Sequential model simulation pain results.

The basic steps of the ML agent simulation algorithm in
NeoAxis are as follows:
After initialization, the algorithm performs successive
iterations. Each iteration consists of the Agent Phase, where
the agent observes the Environment, updates its internal state,
and generates motor outputs, and an Environment Phase where
the environment performs the agent’s actions and updates
itself accordingly.
1. Agent Phase:
a. Relevant environment information is passed to the
agent for sensory processing. This information
consists of resource objects, their resource levels, and
their distance from the agent, and information about
other non-agent characters (NACs), with theirs goals,
and distances to resources and the agent.
b. Biases are updated by taking new or updated sensory
data into account. A bias signal reflects the state of
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c.
d.
e.
f.
g.

2.

the environment related to a specific resource or
event and the agent preference for or against such
resource or event. Biases and their associated weights
are used to calculate the pains associated with
motivations.
Current pain levels are compared with the pains from
the previous cycle to determine what has changed.
Weights associated with the biases are adjusted
according to the result of the previous action.
If necessary, Memory is updated to reflect the effect
of a recently completed action or visual attention
switch.
The system determines the next action (or whether to
continue an ongoing one).
The algorithm determines if the winning action is
above threshold. If it is not, nothing will occur in the
next cycle (or the agent will perform a default action
such as resting).

Environment Update phase
a. The current goal involving a sensory-motor pair is
implemented. This requires moving the agent to the
target and performing the selected motor action.
b. The environment is changed as a result of this action
(e.g. one resource is replenished, while the other,
typically the one that the agent acted upon, is
depleted).
c. The sensory data to be passed to the agent in the next
iteration are updated.

The environment parameters must be properly set to give
the agent a chance to learn proper behavior. When resources
are sparse, the agent does not learn all useful actions because
it runs out of resources to test new actions. On the other hand,
when resources, like food, are plentiful, the agent does not
bother to learn anything new once the hunger pain is brought
under control by eating food. Also, when action times are too
long the agent cannot satisfy all of the pains. When proper
simulation parameters are selected, the ML agent proves to
learn correctly even in a complex and changing environment.
We have run multiple simulations where we modified
resource quantities and motor action times. By using a human
controlled character we tried to disturb the ML agent by
getting in its way or moving resources to different locations.
In this virtual environment the agent performed all its tasks in
real time. Although the implemented version demonstrates
only reactive behavior, we are working to include planning
and deliberation in a full cognitive version of MLECOG.
In all these simulations the ML agent learned to manage the
changes in the environment and minimize its average pain. It
demonstrated that it was able to learn the skills necessary to
function in this environment.
The NeoAxis implementation is designed to scale as much
as the simulation engine will allow. Currently the only known
limitations are the time allotted for the agent code to “iterate”,
and the number of objects the NeoAxis engine can render in a
single “tick”.

VI. CONCLUSION
The MLECOG cognitive architecture presented in this
paper uses principles of motivated learning, with goal
creation, intrinsic reward, attention focus, attention switching,
planning and procedural memory for motor control. The
MLECOG agent’s actions are motivated in ways that other
agents are not. In many respects motivated learning serves as a
complement to reinforcement learning. ML is good at finding
tasks to perform, while RL algorithms are known to be good at
learning to perform specific tasks.
We have implemented an early version of our MLECOG
agent in a virtual environment. While not all the building
blocks have been completed yet, the tests of those parts that
have been implemented in a virtual environment show that the
agent learns to successfully operate, so it already can do all
that the MicroPsi agent can do and more, since it can create
new goals and learn how to manage them. Of those agents we
examined in some detail, MLECOG has one or more
advantages over their designs, which we believe taken as a
whole means MLECOG has potential as a cognitive model.
Currently, to replace a symbolic implementation of the
perceived scenes used in the current version, work is focused
on the organization of semantic memory using a symbol
grounding approach where the agent observes its environment
using a virtual camera and SURF to extract features and aid in
invariant recognition. Further work includes the full
implementation of MLECOG and its features including the
initial implementation of motor control functionality.
Subsequently we would like to move our agent to an actual
physical robot and environment. We will have to account for
more realistic physics unexpected occurrences, and real-time
changes in the environment. The work we are currently doing
in regards to symbol grounding and action learning should
facilitate such a transition, hopefully, without significant
changes in the model. One of the potential issues is ensuring
that the hardware is capable of running in real-time, but this
can be ameliorated by optimizing code and using more
advanced hardware.
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